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The 100,000 

Genomes Project

▪ complete sequencing of 

70,000 individuals

▪ 21 PetaBytes of data

▪ 1 PetaByte of music requires

about 2,000 years to be 

listened

The complexity increases with 

digital data

▪ EHR

▪ Life style

▪ Nutrition

▪ Job type

▪ Geographical

▪ Social networks



Smart Cities

▪ Automate

▪ Control

▪ See real-time data

▪ Home automation

▪ Environment monitoring

▪ Medical and healtcare

▪ Smart transportation

▪ Smart manufactuing

▪ Energy resource

management



Large Hadron Collider

▪ 2017 June 29 at CERN, 

200 PB of data permanently

stored.

▪ 1 billion collisions per 

second happening at,  

ATLAS, CMS,  ALICE, and 

LHCb.



According to [1], 

• Big Data and Data Science are being used as buzzwords and are composites of 

many concepts.

• Big data appears frequently in the press and academic journals.

• In the last five years; birth and growth of many data science programs in academia. 

• In 2012, the White House Office of Science and Technology Policy announced the 

Big Data Research and Development Initiative that builds upon federal initiatives 

ranging from

✓ computer architecture and networking technologies,

✓ algorithms,

✓ data management,

✓ artificial intelligence,

✓ machine learning, 

✓ advanced cyber-infrastructure.

[1] Brady H. E., Annual Review of Political Science, 22 (2019) 297.



Big Data 5 V’s



Volume; the amount of data 

to be stored and managed.

▪ It is probably the first thing 

people think of when they 

hear the phrase big data.

▪ We typically talk about big 

data in the case where 

ExaBytes or PetaBytes

have to be stored and 

managed.

Big Data 5 V’s



Velocity; defines the speed 

of increase in big data volume 

and its relative accessibility.

▪ This dimension helps 

organizations to realize the 

relative growth of their big 

data and how quickly that 

data reaches sourcing 

users, applications and 

systems.

Big Data 5 V’s



Variety; we no longer have 

control over the data format, 

i.e. we must manage 

heterogeneous data, with 

different formats, semantics 

and structures.

▪ In other words we could be 

asked to combine;

✓ pure text,

✓ photo,

✓ audio,

✓ video,

✓ web,

✓ GPS data,

✓ sensor data,

✓ relational data bases,

✓ and documents

to answer a given question.

Big Data 5 V’s



Veracity; how accurate or 

truthful a data set may be. 

▪ In the context of big data, 

however, it takes on a bit 

more meaning. 

▪ When it comes to the 

accuracy of big data, it’s not 

just the quality of the data 

itself but how trustworthy 

the data source, type, and 

processing of it is. 

▪ Removing things like bias, 

abnormalities or 

inconsistencies, duplication, 

and volatility are just a few 

aspects that factor into 

improving the accuracy of 

big data.

Big Data 5 V’s



Value; the worth of the data 

being extracted.  

▪ Having endless amounts of 

data is one thing, but unless 

it can be turned into value it 

is useless.

▪ While there is a clear link 

between data and insights, 

this does not always mean 

there is value in Big Data.  

▪ The most important part of 

embarking on a big data 

initiative is to understand 

the costs and benefits of 

collecting and analyzing the 

data to ensure that 

ultimately the data that is 

reaped can be monetized. 

Big Data 5 V’s



Artificial Intelligence; 

intelligence demonstrated by 

machines, in contrast to the 

natural intelligence displayed 

by humans. 

▪ Colloquially, the term 

Artificial Intelligence (AI) is 

used to describe 

machines/computers that 

mimic “cognitive” functions 

that humans associate 

with other human minds, 

such as "learning" and 

"problem solving".

▪ Two kinds of AI:

✓ Weak

✓ Strong



Artificial Intelligence

Bayesian Networks

▪ A type of statistical model 

that represents a set of 

variables and their 

conditional dependencies 

via a directed acyclic 

graph (DAG). 

▪ Bayesian networks are 

ideal for taking an event 

that occurred and 

predicting the likelihood 

that any one of several 

possible known causes 

was the contributing 

factor.

▪ Structural Causal Models.



Artificial Intelligence

Knowledge Graphs

▪ A knowledge base used 

by Google and its 

services to enhance its 

search engine's results 

with information gathered 

from a variety of sources.

▪ The information is 

presented to users in an 

infobox.



Machine Learning; 

algorithms and statistical 

models that computer 

systems use in order to 

perform a specific task 

effectively without using 

explicit instructions, relying 

on patterns and inference 

instead.

Three kinds of ML;

▪ Supervised

▪ Self-Supervised

▪ Reinforcement Learning



Machine Learning

Supervised

▪ Classification

SETOSA

VERSICOLOR

VIRGINICA



Machine Learning

Supervised

▪ Curve fitting

▪ Surface fitting



Machine Learning

Self-Supervised

▪ Recommendation

System

▪ Market Basket Analysis

▪ Social Network Analysis



Machine Learning

Reinforcement

Learning

▪ Learn by interacting with the 

environment

▪ The environment reacts to 

our decisions/actions

▪ Sequential learning, only at 

the end of the game we 

know our performance 

(reward/punishment)





Deep Learning; is part 

of a broader family of 

machine learning methods 

based on Artificial Neural 

Networks.

Three kinds of DL;

▪ Supervised

▪ Self-Supervised

▪ Reinforcement Learning



Deep Learning

Feedforward Neural

Networks

▪ The first and simplest type 

of artificial neural network 

devised.

▪ The information moves in 

only one direction, 

forward, from the input 

nodes, through the hidden 

nodes (if any) and to the 

output nodes. 

▪ There are no cycles or 

loops in the network.
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Deep Learning

Convolutional

Networks

▪ Regularized versions of 

multilayer perceptrons

which are fully connected

and thus prone to

overfitting the data.

▪ Regularization by adding 

some form of magnitude 

measurement of weights 

to the loss function. 

▪ Different approach 

towards regularization: 

take advantage of the 

hierarchical pattern in data 

and assemble more 

complex patterns using 

smaller and simpler 

patterns.



Deep Learning

LSTM Networks

▪ An artificial Recurrent 

Neural Network 

architecture. 

▪ Unlike standard 

feedforward neural 

networks, LSTM has 

feedback connections that 

make it a "general 

purpose computer" (it can 

compute anything that a 

Turing machine can).

▪ LSTM started to 

revolutionize speech 

recognition, outperforming 

traditional models in 

certain speech 

applications.



“The vision systems of the eagle and the snake outperform 
everything that we can make in the laboratory, but snakes 
and eagles cannot build and eyeglass or a telescope or a 
microscope." 

— Judea Pearl



Fitting does not give us any understanding



Data Science

▪ Applied Mathematics

▪ Computer Science

▪ Neuroscience

▪ Engineering

▪ Statistics

▪ Biology

▪ Physics

Data science is the application of computational and statistical 

techniques to address or gain insight into some problem in the 

real world (J. Zico Kolter, Carnegie Mellon University, 2018)

Data science is an extraordinary multidisciplinary and 

interdisciplinary challenge to apply the scientific method 

empowered by

• data,

• models,

• computational resources,

• open source software, and

… the most sophisticated technology we have today, i.e. the 

human being.
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What can truly 

be achieved?

▪ No matter how much 

data you collect, the 

question can not be 

answered when using 

the data alone

Does Exercise affects 

Cholesterol?

Simpson’s Paradox

Age

Cholesterol Exercise



Big Data and the 

data-fusion problem

▪ Piecing together multiple 

datasets collected under 

heterogeneous conditions 

(i.e., different populations, 

regimes, and sampling 

methods) to obtain valid 

answers to queries of 

interest.

▪ The availability of multiple 

heterogeneous datasets 

presents new 

opportunities to big data 

analysts, because the 

knowledge that can be 

acquired from combined 

data would not be 

possible from any 

individual source alone. 



The Ladder

of Causation



Seeing; we are looking for 

regularities in observations. 

“What if I see …?”

Calls for predictions based on passive observations.

It is characterized by the question “What if I see …?” 

For instance, imagine a marketing director at a 

department store who asks, 

“How likely is a customer who bought toothpaste to 

also buy dental floss?”



“What if do …?” & “How?”

We step up to the next level of causal queries 

when we begin to change the world. A typical 

question for this level is 

“What will happen to our floss sales if we double 

the price of toothpaste?”

This already calls for a new 

kind of knowledge, absent 

from the data, which we find at 

rung two of the Ladder of 

Causation, Intervention.

Intervention; ranks 

higher than association 

because it involves not just 

seeing but changing what is.

Many scientists have been quite traumatized to learn 

that none of the methods they learned in statistics is 

sufficient even to articulate, let alone answer, a simple 

question like 

“What happens if we double the price?”



“What if I had done …?” & “Why?”

Counterfactuals; ranks 

higher than intervention 

because it involves 

imagining, retrospection

and understanding.

We might wonder, My 

headache is gone now, but 

• Why? 

• Was it the aspirin I took?

• The food I ate?

• The good news I heard?

These queries take us to the top rung of the Ladder of

Causation, the level of Counterfactuals, because to 

answer them we must go back in time, change history, 

and ask,

“What would have happened if I had not taken the 

aspirin?”

No experiment in the world can deny treatment to an 

already treated person and compare the two outcomes, 

so we must import a whole new kind of knowledge.



Z1 is a direct cause of W1, Z3

Z1 is an indirect cause of X, Y, W3

Cause

A variable X is a cause of a 

variable Y if Y “listens” to X

and decides its value in 

response to what it hears.

▪ Direct cause

▪ Indirect cause



Causal Graph

Exogenous variables; 

background conditions for 

which no explanatory 

mechanism is encoded in 

model M.

Every instantiation U=u of the 

exogenous variables uniquely 

determines the values of all 

variables in V and, hence, if 

we assign a probability P(u)  

to U, it induces a probability 

function P(v) on V. 

The vector U=u can also be 

interpreted as an 

experimental “unit” that can 

stand for an individual 

subject, time of day, …

Exogenous Variables

𝑈 = 𝑍1, 𝑍2



Endogenous Variables

𝑉 = 𝑍3, 𝑋,𝑊1,𝑊2,𝑊3, 𝑌

Causal Graph



𝑥 = 𝑓1 𝑤1, 𝑧3

Structural 

Causal 

Model

𝑈 = 𝑍1, 𝑍2 𝑉 = 𝑍3, 𝑋,𝑊1,𝑊2,𝑊3, 𝑌

𝐹 = 𝑓1, 𝑓2, …



A structural model M consists of two sets of variables U and V, and a set 

F of functions that determine or simulate how values are assigned to each 

variable Vi ∈V. 

Thus, for example, the equation

𝑣𝑖 = 𝑓𝑖 𝑢, 𝑣

describes a physical process by which variable Vi is assigned the value 

𝑣𝑖 = 𝑓𝑖 𝑢, 𝑣 in response to the current values, 𝑣 and 𝑢, of the variables in 

V and U.

Formally, the triplet <U,V,F> defines a Structural Causal Model, and the 

diagram that captures the relationships among the variables is called the 

Causal Graph G (of M).

Cause

A variable X is a cause of a 

variable Y if Y “listens” to X

and decides its value in 

response to what it hears.

▪ Direct cause

▪ Indirect cause



Conditional 

Independence

Basic connections

▪ Chain

▪ Diverging

▪ Converging or Collider

d-separation

𝑃 𝑋|𝑌, 𝑍 = 𝑃 𝑋|𝑍

𝑃 𝑋|𝑌, 𝑍  𝑃 𝑋|𝑍



Gender 

Discrimination?

You want to know whether 

and to what degree a 

company discriminates by 

Gender in its Hiring

practices.

Such discrimination would 

constitute a direct effect of 

Gender on Hiring, which is 

illegal in many cases.

However, women are more or 

less likely to go into a 

particular field than men, or to 

have achieved advanced 

degrees in that field. 

So Gender may also have an 

indirect effect on Hiring

through the mediating 

variable of Qualification.
Qualification is a mediating variable



Gender 

Discrimination?

In order to find the direct 

effect of Gender on Hiring, 

we need to somehow hold 

Qualification steady, and 

measure the remaining 

relationship between Gender

and Hiring; 

with Qualification

unchanging, any change in 

Hiring would have to be due 

to Gender alone.

𝑃 ℎ𝑖𝑟𝑒𝑑|𝑓𝑒𝑚𝑎𝑙𝑒, ℎ𝑞 < 𝑃 ℎ𝑖𝑟𝑒𝑑|𝑚𝑎𝑙𝑒, ℎ𝑞

highly qualified (hq)



The Confounder

What happens if there are 

confounders of the 

mediating variable and the 

outcome variable.

For instance, Income: 

People from higher income 

backgrounds are more likely 

to have gone to college and 

more likely to have 

connections that would help 

them get hired.



The Confounder

Now, if we condition on 

Qualification, we are 

conditioning on a Collider.



The Confounder

Now, if we condition on 

Qualification, we are 

conditioning on a Collider.

Gender and Income

communicate and thus it is 

no longer possible to judge 

the effect of Gender on 

Hiring alone. 

Income is a confounder for Qualification



The Confounder

However, if we don’t 

condition on Qualification, 

indirect dependence can 

pass from Gender to Hiring

through the path to the right.

No matter how you look at it, 

we’re not getting the true 

direct effect of Gender on 

Hiring.



The Confounder

No matter how you look at it, 

we’re not getting the true 

direct effect of Gender on 

Hiring.

Traditionally, therefore, 

statistics has had to abandon 

a huge class of potential 

mediation problems, where 

the concept of “direct effect” 

could not be defined, let 

alone estimated.



𝑃 ℎ𝑖𝑟𝑒𝑑|𝑑𝑜(𝑓𝑒𝑚𝑎𝑙𝑒), 𝑑𝑜(ℎ𝑞) < 𝑃 ℎ𝑖𝑟𝑒𝑑|𝑑𝑜(𝑚𝑎𝑙𝑒), 𝑑𝑜(ℎ𝑞)The “do” operator

Luckily, we now have a 

conceptual way of holding 

the mediating variable steady 

without conditioning on it:

We can intervene on it. 

If, instead of conditioning, we 

fix the qualifications, the 

arrow between gender and 

qualifications (and the one 

between income and 

qualifications) disappears, 

and no spurious dependence 

can pass through it.



The “do” operator

Luckily, we now have a 

conceptual way of holding 

the mediating variable steady 

without conditioning on it:

We can intervene on it. 

If, instead of conditioning, we 

fix the qualifications, the 

arrow between gender and 

qualifications (and the one 

between income and 

qualifications) disappears, 

and no spurious dependence 

can pass through it.



Conclusions

▪ Big Data offers an extraordinary opportunity to understand how things 

work, this holds almost in any discipline and application domain.

▪ Causality will play a central role in Big Data, one of the most 

challenging problems is data-fusion (How to combine heterogeneous 

data collected from different sources?)

▪ Data Science can play a major role in the incoming revolution, “The 

revolution hasn't happened yet.” (Michael Jordan).

▪ More interdisciplinary and multidisciplinary efforts are needed.

▪ Need to think about a possible alternative model for education, both 

low and high level.
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